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Abstract. TheBlueGene/Lsupercomputewill consistof 65,536dual-processor
computenodesinterconnectedy two high-speedetworks: athree-dimensional
torus network and a tree topology network. Eachcomputenode can only ad-
dressits own local memory making messaggpassingthe naturalprogramming
modelfor BlueGene/LIn this paperwe presenbour implementatiorof MPI for
BlueGene/LIn particular we discusshow we leveragedhearchitecturafeatures
of BlueGene/Lto arrive at an ef cient implementatiorof MPI in this machine.
We validateour approacthy comparingMPI performancegainstthe hardware
limits and alsothe relative performanceof the different modesof operationof
BlueGene/LWe shav thatdedicatingoneof the processorsf anodeto commu-
nication functionsgreatly improves the bandwidthachieved by MPI operation,
whereagunningtwo MPI taskspercomputenodecanhave a positive impacton
applicationperformance.

1 Intr oduction

The BlueGene/Lsupercomputeis a nev massvely parallel systembeing developed
by IBM in partnershipwith LawrenceLivermoreNationalLaboratory(LLNL). Blue-
Gene/Lusessystem-on-a-chijntegration[5] anda highly scalablearchitecturg?] to
assembla machinewith 65,536dual-processotomputenodesWhenoperatingat its
tamget frequeny of 700 MHz, BlueGene/Lwill deliver 180 or 360 Tera ops of peak
computingpower, dependingon its modeof operation.BlueGene/Lis targetedto be-
comeoperationaln early2005.

EachBlueGene/Lcomputenodecanaddresnly its local memory makingmes-
sagepassinghenaturalprogrammingmodelfor themachineThis paperdescribesion
we implementedviPI [10] on BlueGenel/L.

Our starting point for MPI on BlueGene/L[3] is the MPICH2 library [1], from
ArgonneNationalLaboratoryMPICH2is architectedwith a portability layercalledthe



AbstractDevice Interface,version3 (ADI3), which simpli es the job of portingit to
differentarchitecturesWith this design,we could focus on optimizing the constructs
thatwereof importanceo BlueGene/L.

BlueGenel/lis afeature-richmachineanda goodimplementatiorof MPI needso
leveragethosefeaturego deliver high-performanceommunicatiorservicedo applica-
tions. The BlueGene/Lcomputenodesareinterconnectedy two high-speedhetworks:
a three-dimensionalorus network that supportsdirect point-to-pointcommunication
and a tree network with supportfor broadcastnd reductionoperations.Thosenet-
worksaremappedo the addresspaceof userprocesseandcandirectly be usedby a
messag@assindibrary. We will shav how we architectecbur MPI implementatiorio
take advantageof bothmemorymappecdetworks.

Anotherimportantarchitecturalfeatureof BlueGene/Lis its dual-processocom-
putenodes. A computenodecanoperatein one of two modes.In coprocessor mode,
a singleprocessspanningthe entirememoryof the node,canuseboth processorby
runningonethreadon eachprocessarin virtual node mode, two single-threadegro-
cessesgachusinghalf of thememoryof the node run on onecomputenode with each
procesdoundto oneprocessarThis creategheneedfor two modesn our MPI library,
with differentperformanceémpacts.

We validateour MPI implementatioron BlueGene/Lby analyzingthe performance
of variousbenchmark®n our 512-nodeprototype.This prototypewashbuilt using rst-
generatiorBlueGene/Lchipsand operatesat 500 MHz. We usemicrobenchmarks$o
assestiov well MPI performscomparedo the limits of the hardware and how dif-
ferentmodesof operationwithin MPI compareto eachother We usethe NAS Par
allel Benchmarkgo demonstratahe bene ts of virtual node mode when executing
computation-intense benchmarks.

Therestof this paperis organizedasfollows. Section2 present@&noverview of the
hardware and software architecture®f BlueGene/L.Section3 discusseshosedetails
of BlueGene/Lhardwareandsoftwarethatwereparticularlyin uential to our MPI im-
plementationSectiord presentshearchitectureof our MPI implementationSection5
describesinddiscussetheexperimentatesultsonour512nodeprototypethatvalidate
ourapproachFinally, Section6 containsour conclusions.

2 An overview of the the BlueGene/Lsupercomputer

TheBlueGene/Lhardware[2] andsystenmsoftware[4] have beenextensiely described
elsavhere.In this sectionwe presenta shortsummaryof the BlueGene/Larchitecture
to sene asbackgroundo thefollowing sections.

The 65,536 computenodesof BlueGene/Lare basedon a customsystem-on-a-
chip designthatintegratesembeddedow power processorshigh performancanetwork
interfaces,andembeddednemory The low power characteristic®f this architecture
permitaverydensgpackagingOneair-cooledBlueGene/Lrackcontainsl024compute
nodes(2048processorsyith a peakperformancef 5.7 Tera ops.

The BlueGene/Lchip incorporateswo standard32-bit embedded®overPC 440
processorsvith privateL1 instructionanddatacachesasmall2 kB L2 cache/prefetch
buffer and4 MB of embeddedRAM, which canbe partitionedbetweensharedL3



cacheanddirectly addressablenemory A computenodealsoincorporate$12MB of
DDR memory

The standard®?averPC440coresarenot designedo supportmultiprocessoarchi-
tecturesthe L1 cachesarenot coherentandthe processodoesnot implementatomic
memoryoperationsTo overcometheselimitations BlueGene/Lprovides a variety of
customsynchronizationdevices in the chip suchas the lockbox (a limited number
of memorylocationsfor fastatomictest-and-setandbarriers)and 16 KB of shared
SRAM.

Eachprocessors augmentedvith adual oating-point unit consistingof two 64-bit
oating-point units operatingin parallel. The dual oating-point unit containstwo 32
x 64-bit register les, andis capableof dispatchingwo fusedmultiply-addsin every
cycle,i.e.2.8GFlops/gernodeatthe700MHz targetfrequeng. Whenbothprocessors
areusedthe peakperformanceés doubledto 5.6 GFlops/s.

In additionto the 65,536computenodes BlueGene/Lcontainsa variablenumber
of I/0 nodeq1 /0 nodeto 64 computenodesin thecurrentcon guration)thatconnect
the computationatorewith the externalworld. We call the collectionformedby one
I/0 nodeandits associatedomputenodesa processingset. Computeand /O nodes
are built usingthe sameBlueGene/Lchip, but I/O nodeshave the Ethernetnetwork
enabled.

Themainnetwork usedfor point-to-pointmessageis thetorus. Eachcomputenode
is connectedo its 6 neighborsthroughbi-directionallinks. The 64 racksin the full
BlueGene/Lsystenform a64x 32x 32three-dimensiondbrus.Thenetwork hardware
guaranteeseliable,deadlockreedelivery of variablelengthpaclets.

Thetree is a con gurable network for high performancebroadcastindreduction
operationswith alateng of 2.5 microsecond$or a 65,536-nodesystem.lt alsopro-
vides point-to-pointcapabilities. The global interrupt network provides con gurable
ORwiresto performfull-systemhardwarebarriersin 1.5 microseconds

All the torus, tree and global interruptlinks betweenmidplanes(a 512-compute
nodeunit of allocation)are wired througha customlink chip that performsredirec-
tion of signals.Thelink chipsprovide isolationbetweenindependenpartitionswhile
maintainingfully connectedetworkswithin a partition.

BlueGene/L system software architecture: User applicationprocessesun exclu-
sively on computenodesunderthe supervisionof a customComputeNode Kernel
(CNK). TheCNK is asimple,minimalistruntimesystemwrittenin approximately6000
linesof C++ thatsupportsa singleapplicationrunningby a singleuserin eachBG/L
node.It providesexactly two threadsunningoneon eachPPC44(QrocessaorThe CNK
doesnotrequireor provide schedulingandcontext switching.Physicalmemoryis stati-
cally mappedprotectingafew kernelregionsfrom userapplicationsPortingscienti ¢
applicationgo runinto this new kernelhasbeena straightforvard processecauseave
provide astandardGlibc runtimesystemwith mostof the Posixsystemcalls.

Many of theCNK systencallsarenotdirectly executedn thecomputenode but are
functionshippedhroughthetreeto thel/O node.For example whenauserapplication
performsa write systemcall, the CNK sendstree pacletsto the /O nodemanaging
the processinget. The pacletsarereceved on thel/O nodeby a daemorcalledciod.



This daemorbufferstheincomingpaclets,performsa Linux write systemcall against
a mounted lesystem, andreturnsthe statusinformationto the CNK throughthetree.
Thedaemoralsohandlegob startandterminationon the computenodes.

I/0 nodesrun the standardPPCLinux operatingsystemand implementl/O and
procesgontrolservicedor theusermprocessesinningonthecomputenodesWe mount
asmallramdiskwith systemutilities to provide aroot lesystem.

The systemis complementedby a control systemimplementedas a collection of
processesunningin anexternalcomputerAll thevisible stateof the BlueGene/Lma-
chineis maintainedn a commerciadatabaseéWe have modi ed the BlueGene/Lmid-
dleware (suchas LoadLeveler and mpirun) to operatethroughthe ciod systemrather
thanlaunchingindividual daemon®n all the nodes.

3 Hardware and systemsoftware impact on MPI implementation

In this sectionwe presenta detaileddiscussiorof the BlueGene/Lfeatureshathave a
signi cant impacton the MPI implementation.

The torus network guaranteesleadlock-freadelivery of paclets.Packetsarerouted
on anindividual basis,usingoneof two routing stratgies: a deterministic routing al-
gorithm,in which all pacletsfollow the samepathalongtheX; y; z dimensiongin this
order);anda minimal adaptive routing algorithm,which permitsbetterlink utilization
but allows consecutie pacletsto arrive atthe destinatiorout of order

Ef ciency: The toruspaclet lengthis between32 and 256 bytesin multiples of
32.The rst 16 bytesof every paclet containdestinationyouting andsoftwareheader
information.Thereforepnly 240bytesof eachpaclket canbe usedaspayload For every
256 bytesinjectedinto the torus, 14 additionalbytestraversethe wire with CRCsetc.
Thustheef ciency of thetorusnetworkis = % = 89%

Link bandwidth: Eachlink deliverstwo bits of raw dataper CPU cycle (0.25
Bytes/gcle), or  x 0:25 = 0:22 Bytes/gcle of payloaddata. This translatesnto
154MBytes/s/linkat thetarget 700 MHz frequeng.

Per-nodebandwidth: Addinguptheraw bandwidthof the6 incoming+ 6 outgoing
links on eachnode,we obtain12 x 0:25 = 3 bytes/gcle pernode.The corresponding
bidirectionalpayloadbandwidthis 2.64 bytes/gcle/node.

Reliability: The network guaranteeseliable paclet delivery. In ary givenlink, it
resendpacletswith errors,asdetectedy the CRC.Irreversiblepacletlossesarecon-
sideredcatastrophiand stop the machine.The communicatioribrary considershe
machineto be completelyreliable.

Network ordering semantics:MPI orderingsemanticenforcethe orderin which
incoming messagesire matchedagainst the queueof postedmessagesAdaptively
routed paclets may arrive out of order forcing the MPI library to reorderthem be-
fore delivery. Paclket re-orderingis expensve becausat involves memorycopiesand
requiregpacletsto carryadditionalsequencandoffsetinformation.Ontheotherhand,
deterministicrouting leadsto morenetwork congestiorandincreasednessagéateny
evenon lightly usednetworks.



The treenetwork senesadualpurposelt is designedo performMPI collective oper
ationsef ciently, butit is alsothe mainmechanisnfor communicatiorbetweer/O and
computenodes.Thetreesupportgoint-to-pointmessagesf x edlength(256 bytes),
delivering4 bits of raw dataper CPUcycle (350Mbytes/s) It hasreliability guarantees
identicalto thetorus.

Ef ciency: Thetreepacletlengthis x edat 256 bytes,all which canbe usedfor
payload.10 additionalbytesare usedwith eachpaclet for operationcontrolandlink

reliability. Thus,theef ciency of thetreenetworkis = % = 96%

Collective operations: An ALU in thetreenetwork hardwarecancombineincom-
ing andlocal paclets using bitwise and integer operationsand forward the resulting
pacletalongthetree.Floating-pointreductionscanbe performedn two phasespneto
calculatethe maximumexponentandanotherto addthe normalizedmantissas.

Packet routing on thetreenetwork is basedon paclet classesTreenetwork con-

guration is a global operationthat requiresthe con guration of all nodesin a job
partition. For thatreasorwe only supportoperationson MPI_COMM _WORLD.

CPU/network interface: The torus,tree and barrier networks are partially mapped
into userspacememory Torusandtree pacletsare readandwritten with speciall6-
byte SIMD loadandstoreinstructionsof the customFPUs.

Alignment: The SIMD load andstoreinstructionsusedto readandwrite network
pacletsrequirethatmemoryaccesseBealignedto a16 byteboundaryThe MPI library
doesnothave controloverthealignmentof userbuffers.In addition,thesendingandre-
ceiving buffer areacanbe alignedat differentboundariesforcing paclet re-alignment
throughmemory-to-memorgopies.

Network acces®verhead: Torus/tregpacletreadsnto alignedmemorytake about
204 CPU cycles.Packet writes cantake betweernb0 and 100 cycles,dependingon the
whetherthe pacletis beingsentfrom cacheor mainmemory

CPU streaming memory bandwidth is anotherconstraintof the machine.For MPI
purposeswe are interestedmostly in the bandwidthfor accessindarge contiguous
memory buffers. Theseaccessesre typically handledby prefetchbuffersin the L2
cacheresultingin abandwidthof about4.3bytes/gcle.

We notethatthe available bandwidthof main memoryandthe torusandtreenet-
work arein thesameorderof magnitudePerformingmemorycopiesonthis machinego
getdatainto/fromthetorusresultsin reducedgerformancelt is imperatve thatnetwork
communicatiorbe zero-coly wherevser possible.

Inter-core cachecoherency: Thetwo processorsn a nodeare not cachecoherent.
Softwaremusttake greatcareto insurethatcohereny is correctlyhandledn software.
Cohereng handledatthegranularityof the CPUs'L1 cachdines: 32 bytes.Therefore,
datastructuressharedby the CPUsshouldbe alignedat 32-byteboundariego avoid

cohereng problems.
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4 Architecture of BlueGene/LMPI

TheBlueGene/LMPI is anoptimizedportof theMPICH2[1] library, anMPI library de-
signedwith scalabilityandportability in mind. Figure1 shavs two component®f the
MPICH2 architecturemessaggassingand processnanagementMPI processman-
agementin BlueGene/Lis implementedusing systemsoftware services.We do not
discusghis aspecbf MPICH2 furtherin this paper
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Fig. 1. BlueGene/LMPI softwarearchitecture.

Theupperayersof themessagpassingunctionalityareimplementedy MPICH2
code.MPICH2 providesthe implementatiorof point-to-pointmessagesntrinsic and
userde ned datatypescommunicatorsand collective operationsandinterfaceswith
the lower layersof the implementatiorthroughthe AbstractDevice Interfaceversion
3 (ADI3) layer[8]. The ADI3 layer consistsof a setof datastructuresandfunctions
that needto be provided by the implementationIn BlueGene/L,the ADI3 layer is
implementedisingthe BlueGene/LMessagé.ayer, whichin turnusesheBlueGene/L
Paclket Layer

The ADI layer is describedn termsof MPI request{messagesandfunctionsto
sendreceve,andmanipulateheserequestsThe BlueGene/limplementatiorof ADI3
is calledbgltorus . It implementaMPI requestdn termsof Message.ayermessages,
assigningopnemessagé¢o every MPI requestMessagé.ayermessagesperatehrough
callbacks Messagesorrespondingo sendrequestsarepostedin a sendqueue When
amessagéransmissiofis nished, acallbackis usedto inform thesenderCorrespond-
ingly, thereare callbackson the receve side to signalthe arrival of nev messages.
Thosecallbacksperformmatchingof incomingMessagd.ayer messageto thelist of
MPI postedandunexpectedrequests.

The BlueGene/L MessagelLayer is an active messagesystem([7,9,12,13] that
implementghetransporof arbitrary-sizednessagebetweercomputenodesusingthe
torusnetwork. It canalsobroadcastiata,usingspecialtoruspacletsthataredeposited
oneverynodealongtheroutethey take. TheMessagé.ayerbreakamessagemto x ed-
sizepacletsandusesthe Paclket Layerto sendandreceve the individual paclets. At
the destinationthe Messagéd_.ayer is responsibldor reassemblinghe paclets,which
may arrive out of order backinto amessage.



The Messaged_ayer addressesodesusing the equivalent of MPI_COMMVORLD
ranks.Internally it translatesheseranksinto physicaltorusx; y; z coordinatesthatare
usedby the Packet Layer. The mappingof ranksto toruscoordinatess programmable
by theuser andcanbeusedo optimizeapplicationperformancdy choosingamapping
thatsupportthelogical communicatiortopologyof the application.

Messagédransmissionn the Messagéd.ayeris implementedusingone of multiple
availablecommunicatiomprotocols,roughly correspondindo the protocolspresentn
moreconventionalMPI implementationssuchasthe eagerandrendezwusprotocols.

The Messagd_ayeris ableto handlearbitrary collectionsof data,including non-
contiguoudatadescriptordescribecoy MPICH2 data loops. The Messagd ayerin-
corporatesa numberof comple data pacletizersand unpacletizersthat satisfy the
multiple requirement®f 16-bytealignedaccesso thetorus,arbitrarydatalayouts,and
zero-copy operations.

The Packet Layer is avery thin stateles$ayerof softwarethatsimpli es accesso
theBlueGene/Lnetwork hardware.lt providesfunctionsto readandwrite thetorus/tree
hardware,aswell asto poll the stateof the network. Toruspacletstypically consistof
240 bytesof payloadand 16 bytesof headelinformation. Tree pacletsconsistof 256
bytesof dataanda separat&2-bitheaderTo helpthe Messagd.ayerimplementzero-
copy messagingrotocols,the paclet layer providesconveniencefunctionsthat allow
softwareto “peek” at the headermf anincomingpaclet without incurring the expense
of unloadingthewhole paclet from the network.

4.1 Operating modes

Coprocessomode: To supportheconcurrenbperatiorof thetwo non-cache-coherent
processorsn a computenode,we have developeda dual core library that allows the
useof thesecondprocessobothasa communicatiorcoprocessoandasa computation
coprocessoilhelibrary usesanon-L1-cachedandhencecoherentareaof thememory
to coordinatethe two processorsThe main processosuppliesa pool of work unitsto
be executedby the coprocessoMWork units canbe permanent, executedwheneer the
coprocessors idle, or transient functions,executedonceandthenremoved from the
pool. An exampleof a permanenfunctionwould be the onethatusesthe coprocessor
to help with the rendezvous protocol (Section4.2). To starta transientfunction, one
invokesthe co _start  function. The main processomaits for the completionof the
work unit by invokingtheco _join  function.

Virtual node mode: The CNK in the computenodesalsosupportsa virtual node
modeof operatiorfor themachineln thatmode thekernelrunstwo separat@rocesses
in eachcomputenode.Noderesourcegprimarily the memoryandthe torus network)
areevenly split betweenboth processedn virtual nodemode,an applicationcanuse
bothprocessorin a nodesimply by doublingits numberof MPI tasks without having
to explicitly handlecachecoherencéssuesThenow distinctMPI tasksrunningin the
two CPUsof a computenodehave to communicatdo eachother We have solvedthis
problemby implementinga virtual torusdevice, servicedby a virtual paclet layer, in
the scratchpagnemory



4.2 MPI messagingprotocols

The one-paclet protocol in the Messagd.ayer handlesshortmessagethat t into a
singlepaclet. Thatis, messagewith lengthlessthan240bytes.Shortmessag@aclets
are alwayssentwith deterministicrouting, in orderto avoid the issueof out-of-order
arrival.

The eager protocol is designedto deliver messagebetween200 bytesand 10
kbytesin size at maximumnet bandwidth.The recever of an eagermessagéasto
acceptandprocessachincomingpaclet. Sincethe network is reliable,no provisions
for pacletretransmissiomxist in the Messagé._ayer.

The processingf eagemprotocolpacletsis muchsimplerwhenthe network guar
anteesn-orderdelivery. Whenpacletsarrive out of order softwareon thereceve side
spendsprocessorcycles nding the destinationmessagéuffer andthe offsetin that
buffer basedn informationin the paclet.

The rendezwus protocol optimizesprocessomusageand multi-link bandwidth.
Whereaghe eagermprotocolis ableto maximizesinglelink bandwidth,the perpaclet
processooverheads too large to supportthe full bandwidthof the network. Reading
a paclet from the network requires204 CPU cycles. Sendinga paclet takes between
50and100cycles.Whenthenetwork is at maximumcapacity datacan o w attherate
of 3 Bytes/g/cle onevery node.At 270raw bytesperpaclet, a processohas90 cycles
to handleeachpaclet. Clearly, thatis not possiblewith a single processqrand only
mauginally possiblewith two.

Therendezwusprotocolminimizesthe amountof CPU processindor mostpack-
ets, by having paclets carry the destinationbuffer addresswith them. This technique
requiresaninitial dialogbetweerthesenderandthereceverto establisithedestination
addressTheinitial handshak costs1500cyclesof processotime each on the sender
andtherecever; but sincehandlingrendezwuspacletstakesaboutl50cycleslessthan
handlingeageipaclets,thehandsha&costis amortizedor largermessagesnakingthe
rendezwusprotocolviable beyond messagéengthsof 20 paclets,or 5 kbytes.

Self-containedpbaclets are also more suitableto be handledby the co-processor
All pacletscarry their destinationaddresseand processinghemis a local operation
suitablefor the non-cache-coherenbprocessoiT he softwarecohereng protocolnec-
essanyfor the hand-wer of received datafrom the coprocessoto the main processor
costsabout4000CPUcycles.

Anotheradwantageof self-containedpacletsis thatthey areinsensitve to arrival
order Thusthebulk of rendezousmessagesanbetransmittedwvith adaptvely routed
paclets,allowing for betternetwork utilization.

5 Experimental results

In this sectionwe presentpreliminary performanceesultsusingthe rst BlueGene/L
512-nodeprototype,which becameoperationain October2003.We rst presentmi-
crobenchmarkesultsthatanalyzedifferentaspect®f our currentMPl implementation.
We thencomparedifferentmessag@assingprotocols.Next, we analyzeBlueGene/L-
speci cimplementationsef commoncollectives.Finally, we presentesultsfor theNAS



parallelbenchmarksn both coprocessoandvirtual nodemodes.None of the results
presentechereuselink chips— we restrictour studiesto three-dimensionameshes
ratherthantori.

Roundtrip latencyanalysis: We measuredhelateng of very shortmessageketween
two neighbomodeson BlueGene/LusingDave Turners mpipong program[11]. Cur
rent %—roundtriplatency standsat approximately3000 cycles (6 microsecondst the
500MHz CPUfrequeny of the prototype),consistingof multiple components.

26% of the total lateng, or 800 cy-
cles,is incurredby MPICH2 code.This
overheadcanbe amelioratedby deploy-
ing higher compiler optimizationlevels
and/orusingbettercompilers.

The ADI3 glue layer (bgltorus )
andtheMessagé ayertogethercontribute
about400cycles(13%)of overheadmostly
testingdatatypes,translatingranksand
creatingMessagd_ayer objectsto han- - - -
dle the data. Manhattan distance

The paclet layer costs 1000 cycles
(29%) of the total, mostly becauséan-
dling single paclets is more expensve
perpacletthanhandlingmultiple pacletsbelongingto the samemessage.

Finally, actualhardwarelateng is currentlyat 32%.We estimatehatthistime could
bereducedo 5-6%for very shortmessageby usingshortemetwork paclets(down to
32 bytesinsteadof 256 byteslong whenthe messageve aretransmitting ts into such
apaclet), resultingin 20-25%overall savingsin lateng. We expectlatenyy numbergo
improve asthe MPI implementatiormatures.

Latency asafunction of Manhattan distance:Figure2 shovs %—roundtriplatenty
asafunctionof theManhattardistancebetweerthesendeiandthereceierin thetorus.
The gure shavsaclearlineardependeng with 120nsof additionallateny addedfor
every hop.We expectthe perhoplateng to diminishasCPUfrequeng increases.

(b) MPI roundtrip latency as a function of Manhattan distance
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Fig. 2. Roundtriplateny as a function of
Manhattardistance

Single-link bandwidth: Figure3(a) shawvs the available bandwidthmeasuredwith
MPI onasinglebidirectionallink of themachingbothsendingandreceving). The g-
ureshovs boththeraw bandwidthlimit of themachinerunningat500MHz (2 x 125=
250 MBytes/s)andthe net bandwidthlimit ( x 2 x 125 = 220 MBytes/s),aswell
asthe measuredbandwidthasa function of messagsize.With therelatively low mes-
sageprocessingverheadof the MPI eagerprotocol, high bandwidthis reachedeven
for relatively shortmessage% bandwidthis reachedor messagesf aboutl KByte.

A comparisonof point-to-point messagingprotocols: Figure3 (b), (c) and(d) com-
parethe multi-link performanceof the eagerandrendezwusprotocols,the latter with
andwithout the help of the coprocessoie canobsere the numberof simultaneous



(a) Single-link measured MPI bandwidth
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Fig. 3. Comparingmulti-link bandwidthperformancesf MPI protocols.

active connectionghata nodecankeepup with. This is determineddy the amountof
time spentby the processohandlingeachindividual packet belongingto a message;
whenthe processocannothandletheincoming/outgoindraf c the network backsup.

In the caseof the eagerandrendezwus protocols,without the coprocessos help,
themain processois ableto handleabouttwo bidirectionallinks. Whennetwork traf-
c increaseasttwo links, the processotbecomesa bottleneck,as shavn by Fig-
uresFigure3 (b) and Figure3 (c). Figure3 (d) shows the effect of the coprocessor
helpingout in the rendezwus protocol: MPI is ableto handlethe traf ¢ of morethan
threebidirectionallinks.

Optimized broadcaston the torus network: Oneof the challenge®f implementing
anefcient MPI library on the BlueGene/Lmachineis to nd the efcient algorithms
for theMPI collectivesthatarewell suitedto themachines network. TheMPICH2im-
plementatiorof the MPI_Bcast primitive hasa limited ef ciency onthe BlueGene/L
machinebecausdt is designedor a machinewith a crossbatypenetwork.

The BlueGene/LMPI implementationincludesan optimizedbroadcastlgorithm
basedon MPI point-to-pointcommunicatiorthat canbe usedwith ary communicator
thatmapsontoa regularmeshin the physicaltorus.
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For ann-dimensionalmeshor torus,the algorithmconsistsof n concurrentlyexe-
cuting stageqillustratedin Figure4 (a) for the two-dimensionameshcase).The ba-
sic operationof the algorithmis a broadcasbf a part of the messagelong a one-
dimensionaline in the n-dimensionakopology On an n-dimensionaimeshthe algo-
rithm hasthe propertythateachprocessecei/es% of thecompletemessagérom each
of then directions.On a torustopology eachprocesgeceies % of thefull message
from eachof the incominglinks. Eachblock of the messagés further subdvided to
pipelinethe broadcasprocessThe optimal subdvision sizeis a function of total mes-
sagelength,communicatotopologyandManhattardiameterof the network.

The BlueGene/Lalgorithmhasproved superiorto the standarcMPICH2 broadcast
algorithms,becausehoseare oblivious to underlyingnetwork topology The current
implementatior(Figure4) is limited by the CPU processingapabilityof thenodepro-
cessorsFor a meshmappedcommunicatorof size 8x4x4 an overall performanceof
140MB/sis seenin singleprocessomodeand170MB/sin co-processomode.

(b) Optimized MPI broadcast bandwith (3D mesh, 128 nodes)
20 -
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Fig. 4. Optimizedmeshbroadcasalgorithm.

Treebandwidth: As mentionedn Section3, the tree supportscollective operations,
including broadcastindreductionoperationsThe MPI library currentlyusesthe tree
network to implementbroadcastand integer reduceand allreduceoperationson the
MPI_COMMVORLRommunicatarTree-basedeductionof oating-point numbersis
underdevelopment.

Figure5 shavs themeasuredhandwidthof tree-based/PI broadcasandallreduce
measuredn the 512-nodeprototype.Broadcasbandwidthis essentiallyindependent
of messagssize, and hits the theoreticalmaximumof 0:96 x 250 = 240 Mbytes/s.
Allreduce bandwidthis somevhatlower, encumberedby the software overheadof re-
broadcastingheresult.

Coprocessomodevs. virtual node mode: Figure6 shavs a comparisorof pertask
performancén coprocessoandvirtual nodemodesWeranasubsebf theclassB NAS
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parallelbenchmarkg$6] on a 32-computenodesubsystenof the 512-nodeprototype.
We used25 (for BT andSP) or 32 (for theotherbenchmarksMPI tasksin coprocessor
mode,and64 (for all benchmarksMPI tasksin virtual nodemode.

i
N}
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Tree MPI broadcast bandwith
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ﬁ I
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Fig.5. Tree-basePI broadcasandallreduce:  Fig- 6. Comparisorof pernodeperformancen
measuredbandwidth coprocessoandvirtual nodemode.

Ideally, pertaskperformancen virtual nodemodewould be equalto thatin copro-
cessoimode,resultingin a netdoublingof total performancdbecausef the doubling
of tasksexecuting). However, becauseof the sharingof noderesources- including
theL3 cachememorybandwidth andcommunicatiometworks—individual processor
efciency degradesbetween2-20%, resultingin lessthanideal performanceresults.
Neverthelessthe improvementwarrantsthe useof virtual nodemodefor theseclasses
of computation-intense codes.

6 Conclusions

With its 65,536computenodesthe BlueGene/Lsupercomputerepresenta new level
of scalabilityin massvely parallelcomputersGiven the large numberof nodes,each
with its own private memory we needan ef cient implementatiorof MPI to support
applicationprogrammereffectively. TheBlueGene/larchitecturgrovidesavarietyof
featuresthat canbe exploitedin an MPI implementationjncluding the torusandtree
networksandthetwo processorén a computenode.

This papemreportsonthearchitectureof our MPI implementatiorandalsopresents
initial performanceesults.Startingwith MPICH2 as a basis,we provided an imple-
mentationthatusesthe treeandthe torusnetworks ef ciently andthathastwo modes
of operatiorfor leveragingthetwo processoré anode.Theresultsalsoshow thatdif-
ferentmessagerotocolsexhibit differentperformancebehaiors, with eachprotocol
being betterfor a different classof messagedrinally, we shawv that the coprocessor
mode of operationprovides the bestcommunicationbandwidth,whereasthe virtual
nodemode canbe very effective for computationintensve codesrepresentedby the
NAS ParallelBenchmarks.
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BlueGene/LMPI hasbeendeplo/ed on our 512-nodeprototype,a small system

comparedo the completeBlueGene/Lsupercomputebut powverful enoughto rank at
position 73 in the Top500supercomputelist of November2003.The prototype,with
our MPI library, is alreadybeingusedby variousapplicationprogrammerst IBM and
LLNL. Thelessondearnedon this prototypewill guideusaswe move to larger and
largercon gurations.
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